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Objective

This paper describes the creation of a set of annotations made on outbreak detection reports for identifying instances of coreference. These annotations can be used to evaluate and train tools for coreference resolution and can help inform tools that perform other text processing used for surveillance purposes.

Background

Coreference occurs in language when a real-world entity is described by multiple text expressions. For example, an outbreak may be referred to as Swine Flu, Swine Influenza, or influenza A subtype H1N1 depending on the circumstance and the audience’s 
familiarity with the disease. Coreference resolution (CR) is the process of determining which terms refer to which entity. CR is important because full understanding of a phrase often depends on surrounding context or other parts of the document. The complexity of CR and its utility in helping to understand text in context makes it an active area of research.1 Most CR techniques have been developed and studied using news articles – a domain that has been heavily annotated and studied across all aspects of natural language understanding. In an effort to explore how well these same techniques work in other domains, we annotated 99 outbreak detection reports from the Program for Monitoring Emerging Diseases (ProMED-mail). ProMED is an electronic reporting system of the International Society for Infectious Diseases whose purpose is to rapidly disseminate information about disease and toxin outbreaks.
In addition to providing a new domain annotated for coreference, these documents were selected because they had previously been annotated for identification of disease and victim entities.2-4
Methods

For annotations to be useful, they must accurately and consistently identify concepts of interest. To ensure this, we used the coreference annotation guideline developed for the Message Understanding Conferences (MUC).5 Annotators sat together to review the first few documents. This allowed the annotators to quickly understand the task and work through initial questions together. The annotators then separately annotated batches of 3 ProMED-mail reports comparing inter-annotator agreement (IAA), performing error analysis, and creating a consensus set. As we were annotating a new domain, several cases were encountered where the MUC guidelines left room for ambiguity. In such cases, the annotators identified other relevant instances and came to a consensus on how to handle them. Each new rule was noted and a supplement to the annotation guide was created.

After five batches, annotators were consistently achieving acceptable IAA – signaling the end of the training period. A final batch of 10 documents was annotated separately as the test for IAA.

Results
The annotators achieved IAA of 0.84 on the 10 test documents. With this high agreement, the remaining documents were divided and separately annotated. 

Conclusions

 The ProMED-mail coreference corpus introduces a new domain of documents that can be used for training and evaluating existing CR methods and for developing new cross-domain CR methods. Because the documents were previously annotated for disease and victim entities, the corpus becomes a valuable resource for exploring CR and information extraction methods separately and the relationship between them.  This corpus can help further NLP techniques in outbreak detection reports.
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