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Objective 

Uncover and duplicate deterministic and random effects in the construction of synthetic medical records, when statistical and demographic distributions from real electronic medical records are used as a model. 
Background 

The construction of synthetic electronic medical records for use in the testing and evaluation of algorithms is a complicated set of problems. Because the electronic medical records are an (albeit noisy) projection of the health states of the patients, discovering which variables are functions of others is a necessary part of the analysis. Separating these deterministic effects from random effects in the distributions of real data is a central problem in the steps to synthesis.
Methods 
Our research centers on the statistical analysis of real electronic medical records obtained from the Biosense program but subject both to de-identification and to the RBNR[1] (Realistic but not Real) data shuffling algorithm.   We analyzed time series data for the final diagnosis ICD-9 codes of emergency and outpatient visits for a subset of patients in the 4-11 age group.  We also analyzed the distributions of co-incident ICD-9 codes, and the incidence of repeated visits.   We used wavelet reconstructions to mimic the timelines for ICD-9 codes that exhibited more than one case per week for the 14-month period in the data.  We used seasonally adjusted Poisson reconstructions to mimic the timelines for those ICD-9 codes that exhibited fewer than one case per week in the same 14-month period.  
Following expert opinion, we excluded any rare or unusual diagnoses from our pool of available cases.  

Using the choice of a single final diagnosis ICD-9 code as the driving variable, we constructed completely synthetic patient visit records. We obtained the demographic distributions for age, gender, race and ethnic origins dependent on the ICD-9 code as well as the co-incident ICD-9s.   We used these distributions to assign demographic information and additional final diagnosis ICD-9 codes to each synthetic patient.  We also assigned a random birth date that matched the age assigned to each synthetic patient.  We used incidences of syndromes and subsyndromes that matched the distributions (again driven by the final diagnosis ICD9s) in the real data in order to assign syndrome and subsyndrome classifications to the synthetic patients.  We also used the single final diagnosis ICD-9 code to determine incidence of subsequent visits by the synthetic patient and the final diagnoses possible for these visits. 
Results 

We found that the completely synthetic patient timelines successfully mimicked both day of week and seasonal effects for both the wavelet reconstructions and the Poisson reconstructed timelines. The demographic distributions were statistically and dynamically similar to those of the real data, and the assignment of coincident final diagnosis codes was statistically similar. Incidence and statistics regarding subsequent (synthetically generated) visits also matched the original model data.     However, none of the individual synthetic patients’ records matched any one real patient’s records.
Conclusions

Our approach of analyzing both time-dependent and non-time dependent effects and reconstruction of these effects through a multi-step process was able to construct a completely synthetic set of electronic medical records that reproduced properties of the real data set without compromising patient privacy. 
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