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Objective

This paper describes a prototype implementation of a machine assisted text mining framework for signal detection from adverse event reports related to medical devices at FDA. 
Background

Signal detection is a core function carried out by the Food & Drug Administration (FDA) as part of its surveillance and compliance monitoring responsibilities. At the Center for Devices and Radiological Health safety analysts use the Manufacturer and User Device Experience Database to identify signals related to device safety. The effectiveness of these reports is limited as the results cannot be directly correlated with appropriate premarket data as well as post market updates submitted by the manufacturers to FDA.  Signal detection in medical devices is a particularly complex task that involves understanding various aspects viz. trend analysis, practice of medicine, pre-market submission analysis, interaction with manufacturers, etc. Medical devices may also be very complex and require multi-disciplinary design expertise. With each change the device might have undergone significant design changes that need to be considered while reviewing incidents for signals and their cause. Any facility to enable the analyst in reducing the time taken to identify and review various reports for signal detection is critical for two important aspects. First, the safety analyst arrives at informed decisions with quality time spent in analysis as against information gathering. Second, the ability to provide relevant information quickly to the analysts reduces the time required to respond to emerging signals by the FDA. 
Methods

Recent advances in information extraction and retrieval, as well as semantic mining provide the ability to use computers for extracting and analyzing narrative text in electronically accessible documents. Using these available tools, a search, retrieval and analysis framework for machine assisted signal detection and analysis is being developed by the software research group in the Division of Electrical and Software Engineering at the Office of Science and Engineering Laboratories. A prototype implementation has been done, as outlined in Fig. 1.  Documents [image: image1.jpg](Results )
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 Figure 1 – Outline of Text Mining Framework for Signal Detection  

are first indexed using an index generation utility. The index type is ‘inverted file index’, as it is designed for enabling efficient narrative text search and analysis. By expanding user queries using dictionaries and synonyms, followed by relevant heuristics, the index is searched for identifying most relevant documents. They are presented to the user in a suitable manner on a browser. 
Results
The current implementation has been tested with various document types including medical device report, pre-market submission, and annual reports. There are over 100,000 documents, about 100GB. The documents range from single page to few hundred pages. On a dual-quad core machine, our framework is able to index about 1000 documents / second. The query response time is in sub-seconds.
Conclusions

Initial results indicate a very significant reduction in identifying relevant documents for specific queries designed to look for potential signals out of the large number present in the corpus. Narrative text analysis capability enables possibility of looking for signals across various device classes. The prototype implementation has given enough insights into various issues viz. the type of analyzers, stemmers, dictionaries to be used for medical device corpus; type of query interfaces suitable for safety analysts; heuristics to be run proactively for potential emergence of signals as new reports arrive; and type of compute and related infrastructure needed. Scaling up of the framework is currently in progress. 
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